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Abstract— Mobile health (mHealth) is considered one of the
most transformative drivers for health informatics delivery of
ubiquitous medical applications. Machine learning has proven to
be a powerful tool in classifying medical images for detecting
various diseases. However, supervised machine learning requires
a large amount of data to train the model, whose storage and
processing pose considerable system requirements challenges for
mobile applications. Therefore, many studies focus on deploying
cloud-based machine learning, which takes advantage of the
Internet connection to outsource data intensive computing.
However, this approach comes with certain drawbacks such as
those related to latency and privacy, which need to be considered
in the context of sensitive data. To tackle these challenges of
mHealth applications, we present an on-device inference App and
use a dataset of skin cancer images to demonstrate a proof of
concept. We pre-trained a Convolutional Neural Network model
using 10,015 skin cancer images. The model is then deployed on a
mobile device, where the inference process takes place, i.e. when
presented with new test image all computations are executed
locally where the test data remains. This approach reduces
latency, saves bandwidth and improves privacy.
Keywords— Machine Learning, mHealth, CNN, Image
Classification, Convolutional Neural Networks, Deep Learning,
Skin Cancer, Health Informatics

I. INTRODUCTION
Over the past decade, machine learning has proven to be a
powerful tool in classifying medical images for detecting
various diseases [23][24][25][26][27]. Mobile health (mHealth),
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the confluence of machine learning in health and mobile
devices, is rapidly evolving in various medical specialties
[9][14][31]. mHealth is considered one of the most
transformative drivers for ubiquitous health informatics delivery
of medical applications. mHealth applications of machine
learning are transforming our lives at an extraordinary pace
[30][31][32].
Supervised machine learning requires a large amount of data
to train a classification model, whose storage and processing
pose considerable system requirements challenges for mobile
applications. Because of this, many mHealth applications
deploy machine learning models on the cloud. For example,
Ruiz-Zafra et al. [10] presented a platform for developing cloudbased mHealth apps, which are used for patient monitoring,
information collecting and remote diagnosing. Gatsios et al. [11]
combined machine learning algorithms, mobile technology and
cloud-based approaches to self-manage the conditions of
Parkinson patients. A similar study by Pan et al. developed a
cloud-based mHealth app to collect quantitative information and
monitor symptoms of Parkinson patients [13]. Melillo and Scala
[12] designed a cloud-based mHealth platform to provide
remote monitoring and clinical decision for hypertensive
patients. Similarly, Ahsan et al. [33] implemented an mHealth
app that uses machine learning algorithms to analyze patients’
smoking behavior and interacts with their cloud-based data store
to support smoking cessation.
These cloud-based approaches offload inference execution
to the cloud, but this comes with multiple drawbacks related to:
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•

Latency: It takes time for a cloud-based service to
respond to a client request.

•

Privacy: Privacy issues might arise by sending sensitive
data to the cloud, especially in the context of medical
and health applications.

•

Cost: Cloud-based approaches incur financial costs
from the cloud service providers.

•

Connectivity: Network connection is essential to run
the cloud-based app, but cloud-based service may not
always be available.

•

Customization: In general, the cloud services provide
generic models based on their common datasets. These
models may not be appropriate or customizable for
specific health problems.

In this study, we propose an on-device Inference App, where
the classification model is pre-trained and stored on a mobile
device, where it is used to perform classification of new data,
which, consequently, does not need to be shared externally. This
approach reduces latency, saves bandwidth and improves
privacy. We demonstrate the basic principles of our approach
including its evaluation using a case study, which focuses on
skin cancer - one of the most common human malignancies
[5][6][7][8].

II. APPLICATION DESIGN AND METHODOLOGY
A. On-device Inference
Supervised machine learning has two phases: training and
inference. The challenge of performing machine learning on a
mobile device is that training can often be computationally
heavy and can take days or even months. In this study, we solved
this problem by performing the training phase on a powerful
computer and the inference phase on a mobile device (Figure 1).
Having trained a model, we then deployed it on a mobile
device. Our App runs all the inference computations locally.
Efficiency is the primary reason to perform inference directly on
a mobile device. Not having to communicate with the cloud
server, the App is able to classify new data almost

instantaneously. Moreover, patients do not need to send their
data including any Protected Health Information (PHI) over to
the cloud server, thus eliminating any risk of a privacy breach.

Fig. 1. On-device Inference App for Skin Cancer Detection

In our case study, the training dataset includes images of skin
lesions, which have been labelled with respect to their type. The
classification model has been trained to differentiate between
various types of skin lesions. In the inference phase, new skin
image, possibly taken by a mobile device, is presented to the
model, which is then used to classify it with respect to its type.
B. Convolutional Neural Networks
Convolutional Neural Networks (CNN) are a subclass of
neural networks with at least one convolution layer, which
combines two mathematical functions to produce a third. They
are most commonly used for image classification [28][29]. Early
in their development, LeCun et al. [3] used a single convolution
layer to present the concept of CNNs. Since then, researchers
have made continual improvements of the original method, such
as with the creation of AlexNet [19].

Fig. 2. Architecture of Convolutional Neural Networks for Skin Cancer Detection

302
Authorized licensed use limited to: Edith Cowan University. Downloaded on September 16,2020 at 11:58:16 UTC from IEEE Xplore. Restrictions apply.

2019 Fourth International Conference on Fog and Mobile Edge Computing (FMEC)

The main advantage of a CNN is its ability to extract
pertinent features automatically. In our dataset, skin images are
divided into seven categories and the CNN learns the features of
each category without supervision. Figure 2 shows the proposed
CNN architecture, where input is processed by a series of
convolution, pooling and sub-sampling layers followed by fullyconnected layers. The convolution and pooling layers perform
feature extraction by capturing general characteristics of the
images. The fully connected layers assign a probability for the
input image according to the given features.

III. EXPERIMENTS AND IMPLEMENTATION
A. Dataset
We use a dataset of skin cancer images from [2] to
demonstrate a proof of concept. The dataset consists of 10,015
dermatoscopic images from different populations separated into
seven categories (types of skin lesions): melanocytic nevi,
melanoma, benign keratosis-like lesions, basal cell carcinoma,
actinic keratoses, vascular lesions, and dermatofibroma (Table
1).

B. Model Training
The core algorithms were implemented on macOS using
Python [16], Scikit-learn [20], TensorFlow [17], and Keras [18].
Scikit-learn is a library of common machine learning algorithms
in Python. TensorFlow is an open source library for creating
deep learning models. Keras runs on top of TensorFlow and
enables efficient experimentation.We used the architecture
shown in Figure 2, which uses convolutional land pooling
layers. Pooling is a form of non-linear down-sampling and it is
common to add pooling layers after convolutional layers to
remove unnecessary features and reduce the number of
parameters during the training in a quest to prevent overfitting.
Specifically, we use max pooling (MaxPool2D). After the
convolutional and max pooling layers, we use the flattening and
fully connected (FC) layers, which flatten the multidimensional
array into a two-dimensional one. The output layer is based on
the softmax function, which calculates the probabilities of each
class (i.e. type of skin lesion) in order to propose the most likely
classification. Mathematically, the softmax function is shown
below:
(
' )

𝜎(𝑍)% = ∑,

+-. '

TABLE I.

Skin lesion type
melanocytic nevi
melanoma
benign keratosis
basal cell carcinoma
actinic keratoses
vascular lesions
dermatofibroma

DATASET OF SKIN CANCER IMAGES

Abbreviation
nv
mel
bkl
bcc
akiec
vasc
df

Upon inspection of the dataset we identified 57 records with
null or missing values and subsequently removed them from
consideration. The remaining images were then resized to
120*90 for practical reasons as the original size, 600*450, was
too large to train in TensorFlow [17].
TABLE II.

Image
Identifier
ISIC_0026835
ISIC_0027815
ISIC_0025903
…
ISIC_0026150
ISIC_0029241
ISIC_0026321

for 𝑗 = 1, … , K

where z is a vector of the inputs to the output layer and j indexes
the output units.

Total
6705
1113
1099
514
327
142
115

Each image has a record in the metadata table, which
includes fields such as lesion identifier, image identifier,
diagnosis, diagnosis type, age, sex, and localization. Table 2
shows examples from the metadata table.

Lesion
Identifier
HAM_0001480
HAM_0005388
HAM_0002129
…
HAM_0004607
HAM_0006092
HAM_0006047

(+

One of the difficulties of automatically processing skin
images is that an image may be taken under a variety of
conditions (e.g., brightness, angle, focal distance), which makes
the comparison of images and identification of pertinent features
difficult. To minimize the impact of image parameters on
classification model, we incorporated data augmentation, which
in our case produces new images by randomly rotating,
zooming, shifting, and cropping from the center of existing
images. These additional images can then be used to boost
training.
We split the dataset into three subsets to be used for training
(64%), validation (16%) and testing (20%) respectively. The
validation data were used for fine-tuning the hyperparameters
during training phase. Table 3 shows that the best results we
achieved.

SAMPLES OF METADATA

Diagnosis
bkl
bkl
df
…
mel
mel
bcc

Diagnosis
Type
histo
histo
consensus
…
histo
histo
histo

Age

Sex

Localization

70
80
60
…
50
70
65

M
M
M
…
F
M
F

abdomen
chest
abdomen
…
back
face
scalp
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TABLE III.

Rotation
Degree
Range
10

MODEL EVALUATION

Data Augmentation
Zoom
Width
Range
Shift
Range
0.1
0.15

Height
Shift
Range
0.15

Performance
Loss Accuracy
0.71

75.2%

The pre-trained model is the result of applying the CNN to
the given dataset. The format of the model we trained is HDF5,
a file format [34] suitable for storing large collections of
multidimensional numeric arrays (e.g. models, data files).

privacy, which need to be considered in the context of medical
applications. In this study, we present an on-device inference
approach, which has and number of benefits over cloud-based
solutions. These include lower latency, improved privacy, lower
costs and higher availability. As the pre-trained model is
deployed on the mobile device, it is not necessary to invoke a
cloud service to classify the category of skin lesions. This ondevice inference approach substantially reduces latency.
Moreover, it improves privacy because it does not require a
patient to send images to a third-party cloud service. Lastly, it
eliminates the overhead and cost of running and maintaining
cloud services.

C. Model Conversion and Integrating Pre-trained Model into
the App
Core ML, a machine learning framework created by Apple
(Figure 3), lets us integrate trained machine learning models into
iOS app [36]. The integration process brings the machine
learning model from the cloud onto the mobile devices.

Fig. 3. Model Conversion and Integrating Pre-trained Model into the App

However, Core ML only supports a very limited number of
model types [35]. In most of the cases, we need to convert the
pre-trained model into one suitable for integrating into the
mobile app. In this study, we used the Python library Core ML
Tools [4] to convert our pre-trained model (.hdf5 format) into
the Core ML model format (.mlmodel).
D. Demonstration
Figure 4 demonstrates the app's interface designed for the
Apple iOS system. A user provides a skin image as input. This
image is then warped into a probability distribution over the
considered categories of skin lesions. The most probable
classification (e.g., melanoma) is then displayed on the screen.
The inference process is near real-time.

Fig. 4. Demonstration of Skin Cancer Detection

The main limitation of our approach is that the pre-trained
model is not easily updated because the offline model is
integrated in the app. Thus, if we would like to improve the
classification performance of the app by re-training its model
using additional skin images, it would need to be update the up
by downloading and installing the new version, which may be
time-consuming and inconvenient for the user.
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